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Abstract
The OPUS corpus is a growing collection of translated documents collected from the internet. The current version contains about 30
million words in 60 languages. The entire corpus is sentence aligned and it also contains linguistic markup for certain languages.

1. Introduction completely translated into five languages. The KDE man-
OPUS is a growing multilingual corpus of translated Y@l sub-corpus (KDEdoc) includes 24 languages with about
open source documents available on the Internet. Thé-8 million words in total. The translation initiative at KDE
main motivation for compiling OPUS is to provide an open iS @n on-going project. Hence, documents are only partly
source parallel corpus that uses standard encoding forma@nslated for many languages. New languages are added
including linguistic annotation. A public collection of par- constantly. KDE system messages have been compiled into
allel corpora that can freely be used and distributed maked Separate sub-corpus (KDE) containing about 20 million
it possible for everyone to run experiments on bitexts andvords in 60 languages. Even this translation initiative is

their results can easily be compared. on-going and translations into many languages are still in-
) complete. The sub-corpus of PHP manuals (PHP) is de-
2. OPUS Version 0.2 rived from the HTML version of the on-line documentation

We base our corpus collection on open source documer@f the scripting Ianguage PHP. It contains about 3.5 million
tation and their translations. Many open source project¥vords in total in 21 languages.
include a large amount of textual data and invite people .
around the world to localise products and their documen- 3. Corpus Encoding
tation. Similarly to the software itself, the entire documen-  All corpus files have been encoded in Unicode UTF8
tation is freely available and may be used in any way byand sentence aligned for all possible language pairs (e.g.
anyone. 1830 language pairs for KDE) using a length-based ap-
In the current version (v 0.2), the OPUS corpus includegroach (Gale and Church, 1993). Sentence alignments

about 30 million words in 60 languages which have beerre stored in XCES formé&t Corpus files are stored in
collected from three sources: XML using the original markup from the source docu-

ments with added linguistic markup. Additional markup
includes sentence boundaries (for all documents since this
is needed for sentence alignment), word boundaries (for

e KDE manuals including KDE system messages@ll languages except Asian languages such as Chinese for

e OpenOffice.org documentation
(http://www.openoffice.ord)

(http://i18n.kde.ord) which no tokeniser was available), part-of-speech tags (for
English, French, German, Italian, and Swedish in parts of

e PHP manuals the corpus) and shallow syntactic structures (for English
(http://www.php.net/download-docs.pfip) in parts of the corpus). We are grateful for the tools that

The OpenOffice.org sub-corpus (OO) contains abouhave been provided by external researchers for adding this
2.6 million words in six languages. The corpus is com-Markup (Baldrigde, 2001; Brants, 2000; Megyesi, 2001;

pletely parallel, i.e. all English source documents have beeflatsumoto et al., 2000; Schmid, 1994).

More information will be added gradually as tools be-
10penOffice.org is an open source office suite. come accessible to us. Figure 1 shows an example of lin-
2The K Desktop Environment (KDE) is a free graphical desk- guistically enriched corpus data from the OPUS corpus.

top environment for UNIX workstations.
3PHP:Hypertext Preprocessor (PHP) is a widely-used general- *XCES is the XML version of the Corpus Encoding Standard
purpose scripting language which is available as open source. (lde and Priest-Dorman, 2000).
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<ul class="L2">
<li class="">
<p class="P4" id="8">
<s id="s8.1">
<chunk id="c8.1-1" type="NP">
<w grok="NNP" tree="RB" lem="over" tnt="IN">OVER</w>
</chunk>
<[s>
</p>
<p class="P5" id="9">
<s id="s9.1">
<chunk id="c9.1-1" type="NP">
<w grok="NNP" tree="VBP" lem="overwrite" tnt="NNP">Overwrite</w>
<w grok="NN" tree="NN" lem="mode" tnt="NN">mode</w>
</chunk>
<chunk id="c9.1-2" type="VP">
<w grok="VBZ" tree="VBZ" lem="be" tnt="VBZ">is</w>
<w grok="VBN" tree="VBN" lem="enable" tnt="VBN">
enabled</w>
</chunk>
<w grok="." tree="SENT" lem="" tnt=".">.</w>
</s>

Figure 1: Linguistic markup in OPUS. A small example from the English part of the OpenOffice.org corpus

The example in the figure is taken from the English part ofto voting techniques in classification tasks the majority of
the OpenOffice.org corpus which has been annotated witldentical tags may support a certain decision. For example,
several linguistic tools. the word “Overwrite” in figure 1 is twice correctly tagged
First of all, a sentence splitter using simple regular ex-as a noun and once as verb. Hence, the noun tag should be
pressions has been used to add sentence boundaries in fopiieferred.
of <s> tags in the markup. Existing markup such as para- Finally, we also applied a shallow parser to our English
graph boundaries have also been used to identify sententext documents. The parser is taken from the Grok libraries
boundaries. Each sentence in each documents has a unigqubich has been trained on the Penn Tree Bailke shal-
ID which is used for the sentence alignment. In the nexiow parser depends on part-of-speech tags. In our case, we
step, a tokeniser has been used to mark words and othdecided to use the tags assigned by the Grok system as they
tokens with<w> tags. In the case of English we used thecome from the same software package. The shallow parser
Tree-Taggeifor English (Schmid, 1994) which includes a identifies flat chunk structures which are marked with the
tokenisation module. This tagger produces also lemmas forchunk> tags in the XML document. Each chunk has a
each recognised word together with the part-of-speech taginique ID and a type attribute to describe the chunk type.
Lemma and part-of-speech are stored as attriblées énd As mentioned earlier, existing markup is not removed
tree ) within the XML tags for words€w>). A similarto-  from the original documents before any additional process-
kenisation has been done for all languages for which apprang. The original markup provides valuable information
priate tools have been available to us (ffree-Taggefor ~ such as paragraph boundaries (spe in figure 1), head-
English, French, German, Italian aodaserfor Japanese). ers, lists €ul> and<li> in figure 1) and tables. Main-
A simple pattern-based tokeniser has been used for otheaining this markup and the original file structure makes it
languages as defatlt possible to go back to the original source, makes it easy
Figure 1 also illustrates how several variants of similarto produce sub-sets of the corpus, and also increases the
markup is stored in OPUS documents. The attribgte& performance of the automatic sentence alignment by reduc-
andtnt refer to part-of-speech tags which have been asing follow-up errors. The OPUS corpus contains a large
signed to each word by two other taggers, the one includedumber of fairly small documents. Aligning each pair of
in the Grok library (Baldrigde, 2001) and the TnT taggerdocuments separately is much more accurate than working
(Brants, 2000). Including multiple versions of the same anwith large concatenated files where corrupted and incom-
notation type may seem redundant. However, in OPUS welete translations may cause alignment errors in the fol-
try to avoid expensive manual work which is necessary folowing parts of the corpus. Furthermore, existing markup
correcting errors done by automatic annotation tools. Addisuch as paragraph boundaries can easily be used as “hard
tional information of the same annotation type can be seehoundaries” for synchronising the length-based alignment
as another “view” on uncertain items that can be used as aalgorithm.
indication about the correctness of the annotation. Similar

5The model has been trained birg Tiedemann using the
5The PHP corpus has not been tagged yet. It is simply tok-maxent-module in the Grok-libraries. There is no published refer-
enized using our default tokeniser for all languages. ence available about this model.
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Figure 2: Available bitexts from the KDEdoc sub-corpus. Sentence-aligned HTML files can be downloaded from this
matrix (complete bitextsall, small sample filestes). Languages identifiers are coded using 1ISO 639-1.

4. Contents of the corpus for corpus annotation, and for processing files in the cor-

Using open source documentation makes it very easy tBUS- There are some search facilities freely access_ible from
include material in a freely available corpus without havingth€ Project home page. We plan to add further on-line tools
to deal with complicated copyright issues. One of the mairf©F larger parts of the corpus. We also work on tools for the
problems with this approach is that most of the projects thafiUtomatic r.etrleval of t.re!nslatlon da’Fa from the web and for
supply documentation are on-going projects with partlyfin-the extraction of multi-lingual term_lnology from the cor-
ished material especially among manuals and their transld2US: T00Is and term databases will be available from the
tions. OPUS is certainly not meant to serve as a represef'0Ject.
tative collection of texts for the languages involved. Docu- 6. Availability
ments in our collection so far come from specific domains , i ) .
representing similar text types. Furthermore, one should The entire corpus is freely available from the project
not expect to find entirely correct translations of high qual-"°mepage  (http://logos.uio.no/opus/). It can be down-
ity in all cases. Localisation of open source software is dond®@ded in its native XML source format or compiled as
voluntarily by a large number of people around the world.Sentence aligned HTML-documents (see figure 2). Parts
Qualifications and skills of individuals certainly varies a lot, Of the corpus are accessible via on-line search facilities.
A quality check of the translations has not been done and iMulti-ingual concordancers using the Corpus Work Bench
not intended to be done within the project. Furthermore, thdCNrist, 1994) are available for the OpenOffice.org sub-
amount of translated material also differs a lot. These drawC0TPUS (except the Japanese translation). The result of an

backs have to be taken into account when working with thé*@mple query is shown in figure 3. _
material in OPUS. We are currently working on adding further material.

tures make OPUS a unique source of linguistic data for aifded and annotated in the OPUS style. We also work with
additional on-line documentations and multilingual news

kinds of investigations. Translation studies and other lin-=-"

guistic examinations are possible as well as machine learf?hich will be added to the corpus soon. Furthermore, we

ing techniques for the acquisition of linguistic parametersVill €xtend the on-line query system to include larger parts

in natural language processing. The specificity of the cor®f the corpus in the near future.

pus may also invite studies on certain sub-languages and 7. Feedback and contributions

their translations to other languages. ) ) . ,
The main advantage of open source projects is the possi-

bility of unrestricted co-operations between interested peo-
5. Tools e o
o ) ple around the world. Similarly to other open source initia-

Within the project several tools have been used for contives we invite everybody to contribute to the project. We

version, annotation and data management. We do not pro-

vide any tools fc?r the time being b}lt we p|af‘ toinclude a "EUROPARL includes proceedings of the European Parlia-

collection of scripts and tools within OPUS in the future. ment in 11 languages (Koehn, 2003). It is provided by Phillipp

They will include tools for collecting data from the web, Koehn from http://iwww.isi.edu/"koehn/europarl/
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OPUS - Corpus query (CWB)

Type a query using the CQP syntax of the Corpus Work Bench!

alignment
[~ oode [~ ooes [ oofr [ oojp [~ oosv

registry corpus
/hf/logos/site/opus/cwb/reg ooen

possible word attributes: word, lem, grok, tree, tnt

i[word="session“ & tnt="MM.""
cqp-query (cqp syntaxsample queries,cwb)

& vertical " horizontal

show max [100  hits
[ skip non-aligned

select |
Query string: " [word="session” & tnt="NN.*"]"
9 hits found
ooen oode ooes
83346 This saving applies according to Diese Speicherung gilt je nach La contrasefia se guardara ,

context and dialog either for the Kontext und Dialog entweder fiir
duration of the current die Dauer der akmellen
%PRODUCTNAME session, %PRODUCTNAME -Sitzung,

or it is permanently storedina oder s wird permanent in einer
file . Datei gespeichert .

If you do not enter a master ‘Wenn Sie kein Hauptkennwort
password , the passwords are  vergeben , werden die Kennworter
only saved for the duration of  nur fiir die Dauer der aktuellen
the current %PRODUCTNAME -Sitzung
%FPRODUCTNAME session . gespeichert .

If in a new %PRODUCTNAME Wenn Sie in einer neuen

session you access a %PRODUCTNAME -Sitzung zum

dependiendo del contexto v del
dialogo , durante la sesion actual
de ®PRODUCTNAME o de
forma permanente en un archivo

Si no asigha ninguna contrasefia
principal , las contrasefias se

guardaran solo durante la sesion
actual de %PRODUCTNAME .

83409

51 duranteuna sesion nueva de
%PRODUCTNAME accede por

83434

oofr

Cet enregistrement est valable,
suivant le contexte et la boite de
dialogue , pour la durée de la session
en cours de *PRODUCTNAME ou
bien il réside de maniére permanente
dans un fichier .

Sivous n' attribuez aucun mot de
passe principal , les mots de passe
sont enregistrés uniquement pour la
durée de la session
%PRODUCTNAME en cours .
Lorsque vous accédez pour la

premiére fois dans une nouvelle
session %SPRODUCTNAME aun

permanently saved password for ersten Mal Zugriff auf ein primera vez a una contrasefia

the first time , you are permanent gespeichertes guardada permanentemente , se  mot de passe enregistré de maniére
automatically first asked for the Kennwort nehmen , werden Sie  le preguntard primero por la permanente , uhe requéte apparait
jé% i 2 @ | | ] = ||

Figure 3: A multilingual concordance tool for the OpenOffice.org corpus.

would like to collect suggestions and other kinds of feed- Equipe Langue et Dialogue, New York, USA and LO-
back for improving OPUS and its contents. We would also RIA/CNRS, Vandoeuvreés-Nancy, France.

like to ask for contributions in terms of data, tools and qual-Koehn, Philipp, 2003.  Europarl: A multilin-
ity control. Please let us know if you use any part of OPUS gual corpus for evaluation of machine trans-
and what your experiences were with the data. Feel free to lation. Unpublished  draft, available  from

contact the members of the project. http://www.isi.edu/"koehn/europarl/ .
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